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ABSTRACT

Temporal motif mining is the task of finding the occurrences of
subgraph patterns within a large input temporal graph that obey
the specified structural and temporal constraints. Despite its utility
in several critical application domains that demand high perfor-
mance (e.g., detecting fraud in financial transaction graphs), the
performance of existing software is limited on commercial hard-
ware platforms, in that it runs for tens of hours. This paper presents
Everest—a system that efficiently maps the workload of mining
(supports both enumeration and counting) temporal motifs to the
highly parallel GPU architecture. In particular, using an input tem-
poral graph and a more expressive user-defined temporal motif
query definition compared to prior works, Everest generates an
execution plan and runtime primitives that optimize the workload
execution by exploiting the high compute throughput of a GPU.
Everest generates motif-specific mining code to reduce long-latency
memory accesses and frequent thread divergence operations. Ever-
est incorporates novel low-cost runtime mechanisms to enable
load balancing to improve GPU hardware utilization. To support
large graphs that do not fit on GPU memory, Everest also supports
multi-GPU execution by intelligently partitioning the edge list that
prevents inter-GPU communication. Everest hides the implementa-
tion complexity of presented optimizations away from the targeted
system user for better usability. Our evaluation shows that, using
proposed optimizations, Everest improves the performance of a
baseline GPU implementation by 19X, on average.
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1 INTRODUCTION

Graph (or network) is a ubiquitous data structure that models vari-
ous types of entities and their interactions through the collection of
vertices and edges. For example, graphs can model user interactions
in social and communication networks [14, 15, 17, 28], transactions
in financial networks [9], and protein/drug interactions in biologi-
cal networks [24]. Small subgraph patterns called motifs enable the
understanding of the structure and function of complex systems
encoded in real-world graphs [2, 26, 34]. Mining motifs within large
graphs is one of the fundamental problems in network science [25].

Static graph omits the temporal information in most real-world
dynamic phenomena, leading to information loss and performance
degradation in downstream tasks. Temporal graph is a type of dy-
namic graph that stores network interaction information in terms
of timestamped edges between nodes. Therefore, temporal graphs
capture richer information compared to static networks [14, 27].
Temporal motif is a fundamental building block of temporal graphs,
similar to static motif for static graphs. Temporal motifs are useful
for several critical and main-stream applications including finan-
cial fraud detection [9], insider threat identification in an orga-
nization [8, 21], energy disaggregation monitoring on electrical
grids [33], and peptide binding prediction in structural biology [24].
Furthermore, motif counts have been shown to resolve symmetries
and improve the expressive power of graph neural networks [3, 4].

The wide applicability and criticality of application domains
necessitate high performance of temporal motif mining. However,
existing software solutions [14, 16, 20, 21, 28, 29, 32, 37] offer sub-
optimal performance on CPU platforms. This is because of the high
computation complexity of mining temporal motifs. While GPU is
an attractive solution to accelerate this workload, our study shows
that a straightforward GPU implementation based on the state-of-
the-art temporal motif mining algorithm [21] heavily under-utilizes
GPU resources. For example, our experiments show that mining
a temporal motif four edges in a graph with about 600 million
temporal edges takes more than 18 GPU hours. This is due to long-
latency memory operations, frequent thread divergence due to
excessive branching code, and heavy load imbalance inherent to
this workload. Furthermore, these solutions are limited in terms of
their expressive power representing temporal motif queries.

This paper presents Everest—an optimized system to mine tem-
poral motifs on the GPU architecture. The inputs to Everest are 1)
temporal graph (a type of dynamic property graph), and 2) user-
defined query that specifies a temporal motif to mine within the
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input graph. Everest supports an expressive definition of an input
query, where a user can specify (a) the motif structure/connectivity
pattern, (b) temporal edge order, (c) both coarse (between the
last and first edge [21, 28]) and fine-grained (between consecu-
tive edges [14, 29]) 6-temporal window constraints, (d) constraints
on vertex/edge attributes, as well as (e) temporal anti-edge(s) (i.e,
absence of edge(s)). Using these inputs, Everest produces an op-
timized execution plan and runtime that maps efficiently on the
GPU architecture. For scalability, we also support multi-GPU exe-
cution out-of-the-box. The output of Everest includes exact motif
matches, supporting both enumeration and counting.

To optimize the workload execution on the GPU architecture,
Everest employs the following optimizations. First, Everest extends
each GPU thread’s context to cache key metadata information (e.g.,
possible motif-graph edge matches) that reduces the number of
costly binary search operations that incur long-latency memory
accesses. Second, Everest generates motif-specific mining code with
auxiliary data structures and a modified algorithm based on pre-
decoding of the temporal motif structure and temporal constraints.
This reduces the amount of branching code and thread divergence,
making the generated software GPU architecture-friendly.

We further introduce sub-tree-level parallelism that enables the
exploration of different sub-trees within the same search tree con-
currently. Using this concept, third, we introduce intra-warp work
stealing—a low-cost mechanism that permits different threads in
the same warp to steal work from each other. Fourth, we propose
tail warp work redistribution that reshuffles the work assignments to
different warps when a subset of warps are stuck processing large
volumes of work while others are idle. Everest runtime employs
these two techniques to perform load balancing for improved hard-
ware utilization. Everest employs the aforementioned optimiza-
tion "under-the-hood" by hiding their implementation complexity
within the system itself: a user only needs to specify a query to
mine a specific temporal motif. To scale workload execution to
multiple GPUs, Everest employs a low-cost edge list partitioning
scheme that completely prevents inter-GPU communication.

To evaluate the performance of Everest, we use 13 unique input
temporal motifs and four large-scale temporal graph datasets. Com-
pared to a baseline CPU and GPU implementations, the proposed
optimizations improve the performance by 62.1x and 19X, on av-
erage. The high performance of Everest is attributed to improved
compute and memory throughput. We also show that Everest of-
fers near-linear performance scaling for a multi-GPU system for
workloads with long execution times. Everest is the first work
that designs a domain-specific system that efficiently maps the
workload of temporal motif mining to the GPU architecture. The
key contributions of this work are as follows.

o Characterization of challenges to efficiently execute the workload
of temporal motif mining on the GPU architecture.

o Generalized motif query interface that supports fine-grained tem-
poral constraints, vertex/edge labels, and temporal anti-edges.

o Data structure and algorithmic optimizations to reduce operations
causing long memory latency and frequent thread divergence.

e Runtime load balancing techniques that redistribute work among
different GPU threads and warps to improve hardware utilization.

o Everest: an end-to-end open-source system that enables high
performance by hiding all the implementation complexities from

163

the user to provide 19X performance uplift compared to a baseline
GPU implementation.

2 BACKGROUND

2.1 Problem definition

Temporal Graph. We define a temporal graph as an ordered set
of temporal edges, and a temporal edge as a timestamped directed
edge between an ordered pair of nodes. Explicitly, a temporal graph
G is represented as a set of ordered tuples G = {(u;,v;, t;) }2, with
u; and v; denoting the source and destination nodes of the temporal
edge (u;,0;), respectively, and t; € R* being the timestamp of the
edge. We assume that the edges in G are temporally ordered and
have unique timestamps. Furthermore, nodes and edges can be
optionally endowed with discrete/continuous attributes/labels.
d-Temporal Motif. A §-temporal motif is defined as a sequence
of I edges, M = {(uj,v;, t,-)}gzl that are temporally ordered and
occur within a time § € RY, ie, t;y < tz... < tjand t; — t; < 6.
Prior works define temporal motif mining as the problem of mining
occurrences of the §-temporal motif M within a larger temporal
graph G. Everest also supports other constraints as detailed below.
Fine-Grained §-Temporal Motif. A fine-grained §-temporal motif
is a 5-temporal motif with additional temporal constraints between
consecutive edges, tit1 — t; < §; where §; is the maximum delay
between edges i and i + 1. Notice that a §-temporal motif is a fine-
grained §-temporal motif with §; > tj41 — ¢;, Vi; thus, the notion of
fine-grained §-temporal motif subsumes §-temporal motif.
Temporal Anti-Edges [14, 29]. An edge e; = (uj,v;,t;)) € M
can be “attached” with a temporal anti-edge —e;; = =(uj, v}, 8;;)
implying that we are matching for the absence of e; = (uj,vj,t})
where tj € [t;,t; + ;j]. A temporal edge defines the inclusion
criteria, versus a temporal anti-edge defines the exclusion criteria.

Generalized Temporal Motif Mining and Use Case. We de-
fine generalized temporal motif mining as the problem of mining
occurrences of a fine-grained §-temporal motif with optionally
added anti-edges and constraints specified over the node and edge
attributes. Typically there are two flavors of output: the matched
motifs can either be enumerated or counted. Our problem definition
targets the general demands of finding isomorphism-based motifs.
While using a similar structural and temporal definition, few other
works [13] adopt different semantics for their motifs from isomor-
phism (e.g., matching motifs edges to sets of graph edges), which is
out of the scope of this paper.

A Walk-Through Example. Figure 1 presents an example that
captures different aspects of the definition of temporal motif intro-
duced above. Illustrated in Figure 1 are an input temporal graph
G, a fine-grained §-temporal motif M with an anti-edge attached
to edge 2, and examples of a valid match and invalid matches. All
timestamps are in units of seconds. Three potential matches (a), (b),
(c) presented in Figure 1 are considered invalid because: (a) the edge
(3,0, 120) happens 110 seconds after edge (0, 1, 10), which is larger
than maximum allowed time window &, (b) the edge (0, 1, 150) oc-
curs 30 seconds after edge (3, 0, 120), which violates the fine-grained
temporal constraint §3 = 20, and (c) the edge (0, 2, 130) happens 10
seconds after (3,0, 120), which is prohibited by the anti-edge 3 that
is attached to edge 2. The valid match, on the other hand, satisfies
all the requirements specified by the fine-grained §-temporal motif.
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Figure 1: A walk-through example of mining an input tem-
poral motif (M) within an input graph (G).

2.2 Algorithmic Prior Work

This paper builds upon a state-of-the-art exact mining algorithm
proposed by Mackey et al. [21], which is more general and effi-
cient compared to other prior works [28]. In particular, high-speed
algorithms presented in Paranjape et al. [28] are only applicable
to 3-edge star and triangle mining, and their generic algorithm
requires mining static motifs first that leads to orders of magnitude
more unnecessary work (see Table 4 in §7). Mackey et al.’s algo-
rithm addresses this inefficiency by resolving both structural and
temporal constraints at each step of the search process.

Algorithm 1 presents the pseudocode for Mackey et al.’s algo-
rithm. This algorithm can mine §-temporal motifs without fine-
grained temporal constraints and anti-edges. The input temporal
graph is stored as a chronologically sorted temporal edge list as well
as data structures that describe its topology in a format similar to the
Compressed Sparse Row (CSR). Two CSR-like data structures are
used to maintain incoming and outgoing edges for each vertex, stor-
ing their indices in the temporal edge list. The execution context of
the algorithm comprises data structures that maintain vertex map-
ping information (MapMG|[], MapGM]|], eCount[]), along with a
stack (eStack[]) to store the indices of matched graph edges.

The algorithm mines temporal motifs by expanding search trees
in a Depth-First Search (DFS) manner. The algorithm starts by map-
ping the first motif edge with all graph edges, and expanding a
search tree to match the rest of the edges iteratively (line 8). In each
iteration, the algorithm either finds a match or backtracks. Each
edge in the motif corresponds to a level in the search tree. In the
matching process, the edge is selected from a candidate edge list
that is generated (line 18) based on the nodes u/v in the current par-
tial match. The list is a subset of u/v’s outgoing or incoming edges,
denoted as Ny (1) and Nijp (v) that also obey temporal constraints.
When a valid match is found, the algorithm updates its execution
context and expands the search tree. Otherwise, it backtracks and
voids changes applied to the execution context for the current level.
We refer to the necessary actions to maintain execution context sta-
tus during search tree expansion and backtracking as book-keeping
actions. The indices of the matched edges are maintained as a stack
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Algorithm 1 Pseudocode of temporal motif mining algorithm

1: Execution Context and Initialization

2: MapMG(u] = -1 Vu € Vjr; MapGM[u] = -1Vu € Vg

3: eCount[u] =0 VYu € Vg, eStack = [l,ep = —leg = -1,/ « o

4:

5: procedure TEMPORALMOTIFMINING(G, M, )

6: Input: temporal graph (V, EG), motif (Vpy, Epf), time limit 8.

7: Output: temporal motifs

8: while true do > Loop until all motifs are found
9: eG = FINDNEXTMATCHINGEDGE () > Search for a valid edge at the current level
10: if e is valid then NEXTLEVEL() > A valid edge is found and go to the next level
11: eg+=1 > No more matched edges at the current level
12: while e > |Eg| or time(eg) > t’ do > Backtrack until a level with edges to match
13: if eStack is not empty then BAckTrACK()

14: else return results

15:

16: procedure FINDNEXTMATCHINGEDGE( )

17: (upr,opm) = Eplenm ], (ug,vG) = MapMGlupg], MapMG|opr]

18: S « GETCANDIDATEEDGELIST(UG, UG) > Get a list of candidate edges to match
19: for each edge e in S do > Return the first edge that satisfies constraints
20: if STRUCTCONSTRAINTS(e, UG, 0G) and time(e) < t’ then

21: return e

22:

23: procedure NEXTLEVEL( ) > Prepare to explore the next level in the search tree
24: if epy == |Epf| — 1 then > Full motif found in the last level
25: Output a motif H using eStack

26 else > Partial motif found and expanding the search
27: UPDATEDATASTRUCTURES( ); epr + = 1 > Bookkeep and push stack
28: eStack.push(eg);

29: if eStack is empty then > Set time limit when the first edge is mapped
30: t' — time(eg)+ 6

31:

32: procedure BACKTRACK( )

33: eG = eStack.pop() +1

34: ROLLBACKDATASTRUCTURES( ); epr — = 1 > Void changes from the context
35 if eStack is empty then t’ « oo

36:

37: procedure STRUCTCONSTRAINTS(E, UG, UG) > A valid edge needs to be structurally
38: (ug.v5) < Eglel > consistent with the existing partial motif
39: Uconsistent <— UG = u or (uG < 0and MapGM[u ;1<0)

40: Uconsistent < UG = ZJ or (v < 0and MapGM[UGJ <0)

41: return Uconsistent and Uconsistent

42:

43: procedure UPDATEDATASTRUCTURES( ) > Maintain mapping information
44: (ug,vg) < Eglegl, (um,om) — Emlem]

45 MapMGlup] = ug, MapMGlop] = oG > Map motif node to graph node
46 MapGM|ug] = upr, MapGM|og] = opr > Map graph node to motif node
47 eCountug]+=1, eCount[vg]+=1 > Increment mapped edge cnt
48:

49: procedure ROLLBACKDATASTRUCTURES( ) > Maintain mapping information
50: eCount|ug|- =1, eCount[og]- =1 > Reduce mapped edge cnt
51 if eCount[ug] == 0 then > No edges of u mapped
52 upr «— MapGM|ug]

53 MapGMug] = -1, MapMGluy] = -1 > Free uG, upy
54: if eCount|[vi ] == 0 then > No edges of G mapped
55: opp «— MapGM|og]

56 MapGM|og]| = -1, MapMGlop] = — > Free 0, Upp
57:

58: procedure GETCANDIDATEEDGELIST(UG, UG) » Gather candidates by mapping information
59: if ug > 0 and vG > 0 then > Both 1@, vG mapped to motif nodes
60: S — {e € Nout (ug)/Nin(vg) : te > time(eg)} > filter via binary search
61: else if ug > 0 then > Only 1 mapped to a motif node
62: S «— {e € Nout(ug) : te > time(eg)} > filter via binary search
63: else if oG > 0 then > Only 0 mapped to a motif node
64: S «—{e € Nin(vg) : te > time(eg)} > filter via binary search
65: else > Both ue, vG not mapped
66: S —{e€Eg:te>time(eg)}

67: return S

(eStack[]). Mapping information in MapMG[] and MapGM([] is used
to check structural constraints (line 20) for candidate edges.

3 MOTIVATION
3.1 High Algorithmic Complexity

Exactly mining temporal motifs poses significant computational
challenges due to their inherent complexity. Denote by |Eg| the
number of temporal edges, and by |Eys| the number of temporal
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Figure 2: Profiling results for mining M6 on wiki-talk: (a) in-
struction count breakdown and (b) stall distribution.

edges and anti-edges in the motif, respectively. Let k be the ex-
pected number of edges occurring in the graph within a duration 8.
The algorithmic complexity of generalized temporal motif mining
is O (|E6| . k|EM|’1): it grows exponentially with the size of the
motif, polynomially with the average number of edges occurring
within time 6, and linearly with the size of the temporal graph.
Extending the time constraint § increases the average number of
edges occurring within the time duration. This means that for each
edge in Epy, there will be more edges to explore in Eg, thereby
extending the width of the DFS search tree. However, adding fine-
grained temporal constraints reduces the width of the search tree.
Increasing the size of the motif increases the depth of the search tree.
In the worst case, there are |Eg| edges to match for each edge added
to the motif, thus the complexity grows exponentially with the tree
depth. Notably, this also holds for adding anti-edges because one
needs to explore at most |Eg| edges to exclude anti-edges.

3.2 Suboptimal Performance of Existing
Software on GPUs

GPU is an attractive candidate to accelerate the complex tempo-
ral motif mining workload due to its high compute throughput
and memory bandwidth. We refer readers to our supplementary
material [39] for a brief introduction to GPU architecture. Prior
works [5, 6] have already made a strong case for accelerating static
graph mining on GPUs. However, no work exists that optimizes
motif mining in temporal graphs. Next, we study the performance
of Mackey et al’s algorithm on a GPU.

Baseline GPU Implementation. It is trivial to parallelize Al-
gorithm 1 by expanding each search tree using a different thread.
However, the memory complexity of MapGM[] and eCount[] is
O(|Vi|), making it infeasible to allocate this large amount of mem-
ory for each thread on a GPU. Our GPU baseline implementation
removes MapGM[] and only uses MapMG[] to check the struc-
tural constraints (line 20). The entire MapMG[] table is iterated
to verify whether a new edge is consistent with the current par-
tial result, instead of using MapGM([] (line 39 - 40). On the other
hand, eCount[] can only use |Vjs| entries by slightly changing the
book-keeping logic in UPDATEDATASTRUCTURES() and ROLLBACK-
DATASTRUCTURE() subroutines. The resulting GPU implementation
expands an independent search tree on each thread.

Long Execution Times. Using this implementation, we mea-
sure the time to find temporal motifs using an NVIDIA A40 GPU.
We refer the reader to §6 for details on input temporal motif queries
and temporal graphs. Using our experimental setup, we find that
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Figure 3: (a) Non-uniform size of search trees: percentage of
nodes in the largest search trees among all search tree nodes,
(b) effect of load imbalance on GPU performance metrics.

mining tasks run for several hours (e.g., mining M6, M11, and M12 in
ethereum graph takes 18.6 hours, 3.3 hours, and 3.4 hours, respec-
tively). While we use some of the largest graph datasets available
in the public domain, larger graphs used by the industry further
exacerbate runtime, motivating our optimization effort.

Execution Bottlenecks. Using our baseline implementation,
we conduct a detailed performance analysis to find execution bot-
tlenecks as detailed below. We use a representative workload of
mining M6 in wiki-talk graph to conduct this study.

1. Long-latency binary search operations. In order to gen-
erate a list of candidate edges, Algorithm 1 uses binary search to
filter out neighboring edges of a vertex that does not satisfy tempo-
ral constraints (lines 60, 62, 64). This induces random accesses to
the input graph’s large CSR structures which are not GPU cache
friendly. This results in long latency device memory accesses that
stall GPU execution. Figure 2 presents quantitative evidence for
this. Fetching and searching correspond to fetching neighboring
edges and performing binary search, respectively, in the GETCAN-
DIDATEEDGELIST() function. Figure 2(a,b) show that binary search
contributes to 53.5% of GPU instructions and 57.2% of stall cycles.
Furthermore, these long-latency memory accesses contribute to
56.1% stalls during the search phase (not shown due to space limit).

2. Excessive thread divergence. GPU handles branch/if con-
ditions in the code using the branch divergence mechanism that
leaves a subset of compute units mapped to a warp idle. Algorithm 1
clearly shows that branch operations are ubiquitous in the temporal
motif mining algorithm. Furthermore, the outcome of these branch
operations changes as the algorithm progresses as they depend on
dynamic runtime data. For example, the GETCANDIDATEEDGELIST()
function uses the information of which graph nodes are previously
mapped to motif nodes to decide which neighborhood information
to fetch from memory. The widespread nature of these branch op-
erations results in frequent branch divergence, and consequently,
under-utilization of GPU resources.

3. Extreme load imbalance. The baseline implementation ex-
pands each search tree using a unique GPU thread. The amount of
work for expanding the search tree depends on the motif and graph
structures, and the extent of temporal interactions between nodes.
Because real-world graphs follow power-law connectivity structure
(i.e., a small subset of popular nodes connected to a large fraction
of edges) the size of each search tree, consequently, the amount of
work assigned to each thread varies significantly. Figure 3(a) shows
that the top 0.1% of the search trees (by size) constitute 34% of



explored tree nodes in the entire execution. This clearly shows that
the work assignment to each thread is highly skewed. Figure 3(b)
shows the effect of this on GPU performance metrics. Due to work
imbalance, this implementation only achieves 22.8% occupancy, and
has 10.9 active warps per SM, much lower than theoretical limits.
Furthermore, on average, only 1 out of 32 threads are active.
Next, we briefly explain the types of this load imbalance at dif-
ferent levels of the GPU architecture. All threads within a GPU
warp use same instructions to execute in a SIMT fashion; when
certain threads complete mining their assigned search trees before
others, this leads to intra-warp load imbalance. All threads within a
GPU block are implicitly synchronized; the compute resources allo-
cated to a block cannot be released until all threads return. When
a subset of threads explore large search trees while others finish
execution, this also results in intra-block load imbalance, rendering
other GPU resources idle. A GPU kernel finishes when all the blocks
finish execution. With extreme load imbalance, there are often a
few blocks with outstanding work, while others finish, that render
GPU resources idle, causing intra-kernel-launch load imbalance.

3.3 Need For More Expressive Queries

It is possible to make the definition of §-temporal motifs more ex-
pressive using additional constraints. Certain algorithms [14, 29] for
mining temporal motifs adopt more detailed temporal constraints
on consecutive edges within the motifs. In some static pattern min-
ing systems like [10], the concept of anti-edge is introduced to
let users further restrict their patterns. Missing these constraints
from users leads to unwanted results that increase execution time
for searching and post-processing. An ideal system should sup-
port the most expressive query definition that includes labels on
nodes/edges, fine-grained temporal constraints, and temporal anti-
edge. This abundant set of constraints empowers users to accurately
express their intention for practical real-world mining use cases.

4 EVEREST DESIGN OVERVIEW

This section provides the design goals and overview of the execution
pipeline, user-defined query, and runtime components of Everest.

4.1 Design Goals

Everest addresses the unique challenges of efficiently executing
temporal motif mining on multi-GPU systems with the following
specific design goals.

GPU-friendly algorithm and implementation. Naively map-
ping Mackey et al.’s algorithm to GPU causes sub-optimal execution
behavior (§3.2). The presence of long-latency binary search and con-
trol flow operations significantly declines the overall performance.
Therefore, Everest needs to integrate GPU-friendly adaptations into
the original algorithm and provide high-quality implementation to
enhance high efficiency on GPUs.

Memory footprint reduction and multi-GPU support. While
a single GPU offers massive throughput, the amount of memory on
each GPU is often limited. For example, a state-of-the-art GPU used
for our evaluation, i.e., NVIDIA A40, only has 48GB of memory.
Therefore, it is imperative to reduce the amount of memory foot-
print used by the workload. Furthermore, many real-world graphs
are extremely large in size, entailing billions to trillions of nodes
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Figure 4: Everest execution pipeline overview. Input: tempo-
ral graph and user-defined query. Output: optimized runtime
and pre-processed data graph for multi-GPU execution.

and edges. This precludes a graph input itself to fit on a single
GPU’s memory. Therefore, important design goals of Everest in-
clude reducing the memory footprint of the workload and offering
multi-GPU support to scale to large input graph sizes.

Load balancing at all levels. The skewed work distribution of
temporal motif mining results in harmful load imbalance at every
level of GPU execution (§3.2). Because the degree of imbalance
depends on both the input temporal graph and user-defined query,
the imbalance can lead to exceedingly poor system performance in
certain scenarios. A key design goal of Everest runtime system is
to be able to intelligently detect load imbalance and execute load re-
distribution at runtime at all levels of the GPU execution to ensure
consistently high overall performance.

Expressive and user-friendly query interface. While a few
prior works [16, 20, 21, 28, 32, 37] optimize the execution of tem-
poral motif mining on CPUs, they can only support limited motif
query definitions (i.e., §-temporal motif discussed in §2.1). Everest
strives to adopt a broader definition of temporal motif, supporting
additional features such as fine-grained temporal constraints, labels
on both nodes and edges, and temporal anti-edges. Additionally,
Everest supports both motif counting and enumeration. Such a
comprehensive and user-friendly interface is essential to enhance
the system’s usability.

4.2 Execution Pipeline

Figure 4 provides a high-level overview of the execution pipeline of
Everest. The inputs to this pipeline include a temporal graph and a
user-defined query. The outputs of this pipeline are an optimized
execution plan and intelligent runtime, and pre-processed graph,
which are used to mine user-defined queries within an input graph
on a multi-GPU system. Single-GPU system is a special case of the
multi-GPU system, and can be defined by the user.

Before a query is decoded, an input graph is processed. Follow-
ing the partition strategy elaborated later in §5.3.1, the data loader
generates major partitions from the temporal edge list ((§J). The
generation of major partitions occurs prior to any query process-
ing and is not on the critical path of resolving queries. The data
loader uses GPUs to perform all the data preprocessing for high ef-
ficiency. Next, the user-defined query (@) is decoded and inputted
to the code generator (@). Note that Everest supports the most
generalized definition of a temporal motif with an arbitrary num-
ber of nodes/edges/connections, fine-grained temporal constraints,
node/edge labels, and anti-edges. The output of mining can be ei-
ther motif enumeration or counting. The code generator generates
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Figure 5: Example user-defined query to mine a temporal
4-cycle with fine-grained temporal constraints and an anti-
edge in an input graph ethereum.

optimized code that uses the minimum number of runtime variables
for the mining to improve occupancy. This also includes multiple
runtime mechanisms to improve the execution efficiency and rou-
tines to handle additional constraints (€)), as detailed in §4.4. The
optimized code is compiled into a shared library (.so) (@) that will
be later loaded into Everest runtime. At the same time, minor graph
partitions are constructed based on the partitioning strategy (@,
§5.3.1) for a given query.

The runtime system loads the optimized library (@), and uses it
to construct GPU workers on each GPU. Instructed by the GPU work
scheduler, each GPU worker loads and processes a different graph
partition (@). The GPU work scheduler assigns work to GPU work-
ers, monitors their execution status, and performs load balancing
if necessary (@), §5.3.2). After all the partitions are consumed, the
results are collected from all GPU workers (@)). The results include
motif matches (enumeration or counting) for a given user-defined
query on an input temporal graph.

4.3 User-Defined Query

Figure 5 shows the user-defined query input. There are four sections
in this query: 1) temporal motif pattern (pattern), 2) input temporal
graph (in_graph), 3) additional constraints (constraints), and 4)
runtime parameters (runtime_params). The first section details the
basic shape and connectivity of a temporal motif to be mined. While
an actual query details the structure and temporal order of motif
edges, for brevity, we show it as a temporal 4-cycle. Additionally,
the query specified the file location of an input temporal graph.
The constraints section details additional constraints to be
mined. Following the formal definitions of these constraints from
§2.1, this example query attempts to mine a motif with the follow-
ing labels: two yellow and two blue nodes. While these labels are
simplified as node colors for illustration, it is possible to specify
more realistic labels in Everest (e.g., customer/merchant labels for
financial transaction network) for real-world graph settings. Ad-
ditionally, a temporal anti-edge is specified with a temporal order
(t:3). This means an anti-edge is attached to edge 2 and the motif
matches must not contain an edge between nodes 2 and @ within a
time window (J23) from edge 2. This follows temporal constraints:
1) course-grained (cg_delta) and 2) fine-grained (fg_delta). The
course-grained temporal constraint is the time window (8) for an
entire motif. Fine-grained constraints, on the other hand, denote
maximum time difference between consecutive edges (e.g., 51).
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Figure 6: Everest runtime components overview.

The last section specifies two runtime constraints. The example
in Figure 5 shows that a user is interested in counting the number
of motifs (i.e., enumeration is false). In the case that enumeration is
true, a user must define the number of matches to be enumerated
(not shown in the figure). Furthermore, a user can also define the
number of GPUs (default is set to one).

4.4 Runtime Components

Figure 6 presents the runtime components as outlined below.

4.4.1 Thread-local Components. Each GPU thread explores a search
tree to mine a user-defined motif in an input graph. Everest GPU
code supports two types of runtime components that execute at
thread level as shown in green boxes in Figure 6: 1) unique structural
and temporal constraints from the query, and 2) runtime optimiza-
tions. As discussed in §4.3, motif constraints include fine-grained
temporal constraints, temporal anti-edges, and labels on vertices
and/or edges. Additionally, Everest proposes the following two
optimizations to improve performance.

Caching candidate edges (§5.1.1). To avoid unnecessary binary
search operations during backtracking, per-thread context caches
the candidate edges at each search level. Moreover, the cached
candidate edge entries enable work sharing among threads.
Motif-specific code generation (§5.1.2). While our system sup-
ports mining any arbitrary motifs, the proposed Everest backend
generates motif-specific optimized code for GPU execution. In par-
ticular, Everest generates code with auxiliary data structures to
simplify the program’s control flow at runtime.

4.4.2 Load balancing at a Single-GPU Level. Beyond the scope of a
single GPU thread, the following components enable the detection
and re-distribution of skewed workload at a single-GPU level to
improve hardware utilization.

Intra-warp work stealing (§5.2.1). This mechanism takes ad-
vantage of intra-warp fast register shuffling and synchronization
primitives to perform frequent work stealing at a low cost.

Tail warp work redistribution (§5.2.2). This optimization redis-
tributes the work among all warps when there is no pending work
to keep all warps busy within a kernel launch. It aborts warps that
are likely exploring large search trees and share their work with
other idle warps.

4.4.3 Multi-GPU support. Everest provides a low-cost edge list
partition strategy to divide work for multiple GPUs. At runtime, a
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Figure 7: (a) Input temporal motif and its corresponding
search tree expansion with the proposed cached candidate
edges, and (b) per-thread execution context while matching
motif edge 4.

GPU work scheduler employs a queue-based work scheduling to
balance the load among multiple GPUs.

5 EVEREST DESIGN AND OPTIMIZATIONS

This section discusses Everest design and optimizations in detail.
Everest completely hides the complexity of the proposed optimiza-
tions from a user. As discussed in §4.2, these optimizations are
conducted as part of Everest backend.

5.1 Execution Efficiency Optimizations

Below, we discuss thread-local runtime optimizations.

5.1.1 Caching Candidate Edges. In the baseline algorithm, when
a thread expands the search tree to the next level, it discards the
candidate edges at the current level (line 10 in Algorithm 1). As a
result, when the algorithm backtracks, it needs to search for these
edges again by performing expensive binary search that constitutes
around 50% of the total instructions and stalls (§3.2).

Proposed Optimization. The number of costly binary search
operations can be reduced by caching candidate edges. Specifically,
when a match between a motif edge and a graph edge is found,
we propose to cache the rest of the candidate edges that could
have been matched in a thread context. The cached information is
used while backtracking from the same tree node. This converts
a costly binary search operation into a thread context read while
backtracking, reducing the number of binary search operations by
half at a marginal cost of thread context storage increase.

Figure 7(a) illustrates our solution, which shows the search tree
status when the algorithm is matching edge 4 in the motif. The
search tree has two levels. Level 0 corresponds to the motif edge
2 and level 1 is searching for an edge in its candidate edge list to
match the motif edge 4. The candidate edge list at the current search
level (level 1) is represented by Beg and End. Before the search tree
expands to level 1, the remaining candidate edges in level 0 are
stored in sBeg®@ and sEnd@. When the candidate edge list in level
1 is exhausted, the algorithm backtracks and loads the remaining
candidate edge list to Beg and End to continue execution at level 0,
avoiding a costly edge search operation.
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5.1.2  Motif-Specific Code Generation. The baseline generalized
algorithm supports mining of any arbitrary §-temporal motif, pre-
cluding specific motif-specific optimizations. While Everest is a
versatile mining system supporting any arbitrary temporal mo-
tif, the proposed code generator is further specialized to employ
additional optimizations for user-specific queries.

Proposed Optimizations. After decoding a specific input motif,
Everest generates a read-only data structure called minfo before the
execution starts. This is an array of structures whose an ith
describes the execution progress of the i level of the search tree. In
what follows, we illustrate how to use this data structure to simplify
various mining operations including book-keeping, candidate edge
generation, and structural constraint checking. As discussed in
§3.2, these operations result in excessive thread divergences and
under-utilize GPU resources.

1. Simplifying Book-keeping Operations. Using minfo, it is
possible to specify the number of valid mappings at each search
tree level. Using this, we can remove the costly operations to vertex
mapping data structures. For example, Figure 7(b) shows that m@-m3
store node mapping information. Among them, only the first three
are valid at level 1. When edge 4 is being searched, only vertices 1, 2,
and 3 are mapped for the partial motif. At each book-keeping phase,
minfo is used to avoid unnecessary operations to maintain vertex
mapping data structures by keeping the number of valid mappings
at each level. Voiding changes to mapping structures during back-
tracking is automatic by loading the minfo entry at the lower level.
Using this optimization, Everest completely removes eCount[] and
sub-routine ROLLBACKDATASTRUCTURES from Algorithm 1.

2. Simplifying Edge List Generation. In Algorithm 1 the can-
didate edge lists are generated in GETCANDIDATEEDGELIST based
on the runtime information of which graph vertices are previously
mapped. As vertex mappings depend on the progression of the
algorithm, this branching behavior results in thread divergence
and performance slowdown. Everest proposes to use minfo to stat-
ically record where to get candidate edges for each search tree level
based on the structure and temporal order of motif edges. This way,
the costly branching behavior is transformed into minfo reads in
most cases. The only exception to this is when both source and
destination vertices are mapped, where Everest performs vertex
mapping-based edge list selection.

3. Simplifying Structural Constraint Checking. In the GPU
baseline, the whole mapping table is iterated over to check struc-
tural constraints for a new edge. This can be greatly simplified with
minfo. For example, to match edge 4 in Figure 7, the algorithm
only needs to check whether its destination is conflicting with the
mapping for vertex 1 and 2 (m@-m1). minfo simplifies structural con-
straint checking by using pre-decoded motif structure and temporal
edge order. Thus, fewer than half of the comparisons are used to
check structural constraints.

entry

5.1.3  Lifting Thread Context to Registers. We lift thread contexts
to store them into the GPU registers to enable faster access and the
intra-warp work stealing mechanism (§5.2.1). The array-like data
structures including the stacks and the mapping table are declared
as a set of variables and be accessed via switch statements, such
as sBeg, sEnd, and m variables.



5.2 Load Balancing Optimizations

The baseline implementation maps the expansion of each search
tree to a GPU thread. This coarse-grained mapping exacerbates
load imbalance as different search trees explore vastly different
numbers of tree nodes (Figure 3). Next, we introduce the concept of
Sub-Tree-Level Parallelism (STLP) and load balancing in Everest.
Sub-Tree-Level Parallelism (STLP). We refer to expanding
sub-trees of a search tree in parallel as sub-tree-level parallelism.
Due to the DFS search order, it is not possible to exploit STLP in
Mackey et al. [21]’s algorithm as the nature and sizes of sub-trees
within the same tree are unknown at runtime. However, a sub-tree
at each level can be expanded from the candidate edges (§5.1.1).
Everest proposes to speculatively exploit STLP by sharing edges
inside the candidate edge list with multiple threads, assuming that
they imply unexplored sub-trees. The speculative nature of this opti-
mization may result in unnecessary work when the candidate edges
fail to meet structural/temporal constraints, which is discarded in
the original algorithm. Below, we present two optimizations that
intelligently exploit STLP without hurting overall performance.

5.2.1 Intra-warp Work Stealing. The goal of intra-warp work steal-
ing is to reduce the impact of intra-warp work imbalance using
sub-tree-level parallelism. On average, the GPU baseline only keeps
1 thread active in each warp due to the imbalanced load (§3.2).
Everest proposes a novel low-cost work stealing mechanism using
warp-level primitives in CUDA. The proposed design introduces
minimum overheads and selects candidate edges that are less likely
to be discarded due to constraint violations.

We define a thread to be active or idle depending on whether
it has outstanding work or not. At the end of each iteration, the
presence of any idle threads triggers this work stealing mechanism.
Empirically, we enable this after 20 iterations to avoid slowing down
warps that have no threads with much outstanding work. To realize
this mechanism, all threads use __balloc_sync to generate an
Active Mask, where it bit denotes whether the it" thread is active.
Using this mask, all threads in a warp are divided into multiple
subgroups, each with one active thread. Using this thread grouping,
an active thread shares work to other idle threads within the same
subgroup, as explained with an example below.

Figure 8(a,b) illustrates how threads are combined in three sub-
groups, where each subgroup has one active thread. Within each
subgroup, an idle thread will steal one candidate edge from the
beginning of the candidate edge list at each level. It also copies
other execution contexts from the active thread. The stealing is
conducted via register shuffling to minimize overhead. The edges
are shared from the beginning of edge lists such that they are the
most likely to satisfy the temporal constraint. Figure 8(c,d) further
illustrates this work stealing with an example of subgroup 3. The
first two edges in the candidate edge list at level 0 are A and B, and
they are stolen by threads 5 and 6, respectively. Similarly, thread
5 and 6 steal edge L and M from level 1. After this work stealing,
threads 5 and 6 independently expand their sub-trees in parallel.

Theoretical Performance Analysis. The warp-level speedup

of this optimization can be roughly modeled as 32 > Where
timb (l+ T; )

Zopt is the number of search iterations used by the optimized code
within a warp. tj, < 32 is the number of active threads within a
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Figure 8: Example of intra-warp work stealing.

warp in the imbalanced baseline. k < Iopt is the number of times
this optimization is triggered and € < 1 is the work-stealing over-
head relative to a search iteration. We observe that t;}, is usually
much smaller than warp width 32 due to intra-warp work imbalance.
Each trigger of this optimization steals multiple sub-trees, resulting
in a smaller k. Our warp-primitive-based efficient implementation

results in a smaller €. In practice, we observe tj;,, (1 + llf—et) < 32,
op

and a meaningful speedup on average across warps. Furthermore,
the speedup is correlated to the work, Zopt, assigned to a warp.

5.2.2  Tail Warp Work Redistribution. Tail warps are defined as a
few warps with outstanding work when most other warps finish
their execution and the task queues are empty. This phenomenon
exists because of the power-law nature of graph connectivity, where
processing a small subset of search trees takes significantly longer
time than most other trees. Tail warps lead to load imbalance within
a GPU kernel. Consequently, the GPU baseline only achieves 22.8%
of occupancy and keeps 10 out of 48 warps active per SM (§3.2).
The goal of tail warp work redistribution is to redistribute the work
of the tail warps by exploiting sub-tree-level parallelism.

Everest enables this optimization using a software work assign-
ment mechanism. Traditionally, GPU programs group parallel tasks
using thread blocks and rely on hardware schedulers to assign work
to SMs. However, threads cannot realize whether they are tail warps
or not because the execution status of the kernel is managed by the
hardware. In contrast, Everest maintains a global work queue that
dispatches work at warp granularity, which can be inspected to find
the amount of outstanding work. As the number of concurrently
executing warps is limited, the global queue experiences minimal
contention. Using this mechanism, Everest enables tail warp work
redistribution in three subsequent steps as detailed below.

Step 1. Abort tail warp execution. A warp aborts execution
when the task queue is empty. The first warp that exits signals
all other warps to stop their current work via a variable. Each
warp checks the signaling variable periodically. After receiving the
signal, the threads in a warp set a timeout for its current execution.
If its work is not finished by the timeout, the thread dumps its
context into a buffer, which includes candidate edge lists at all
levels. Empirically, Everest reads the signaling variable every 1024
iterations and sets the timeout to 100 milliseconds.

Step 2. Refine thread context. Everest then post-processes
the contexts of tail warps such that all edges in the candidate edge
list are within the §-time window. The invalid edges are removed
by moving the end pointer of each candidate edge list forward. The
resulting edges satisfy temporal constraints and are most likely to
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Figure 9: Illustration of tail warp work redistribution for a
single thread.

spawn a sub-tree. Similar to §5.2.1, the refined thread contexts can
be shared by multiple threads to exploit STLP. Figure 9(a,b) illustrate
this process with an example. Before refinement, the thread context
has two levels, each with a long candidate edge list. After refinement,
level 0 only has edge A and level 1 only contains edge L, M, and N.

Step 3. Work redistribution. To complete the execution, Ever-
est launches a new kernel whose threads resume execution from
the refined thread contexts. This new kernel is treated as a regular
kernel exhibiting all mechanisms including tail warp work redis-
tribution. If a refined context’s longest candidate edge list has N
edges, its candidate edges will be shared by N threads. Figure 9(c)
illustrates how work is redistributed. The refined thread context’s
longest candidate edge is at level 1, containing 3 edges. Its candi-
date edges are redistributed and form three search trees, which are
expanded independently. The first tree contains edges A and L, and
edge M and edge N are expanded by the other two trees.

Theoretical Performance Analysis. The speedup introduced
by this optimization can be approximated as follows:

-1
2 < 0¢, where @ = ¢—
1=0Linp

We use ¢ to denote the total number of CUDA cores on a GPU
divided by its warp width, and ¢ = 336 on NVIDIA A40.0 < 1
represents the small aggregated overhead of monitoring the sig-
naling variable. Let 0 < L < 1 represent the fraction of total
execution time consumed by a tail warp. Note that L;}, can be
significant even if the tail warp processes only a tiny fraction of
the total work. When the tail warp is responsible for 1% of the total
work, Linp = 0.77. When the work distribution is highly skewed,
Limp is large and this optimization can bring significant speedup
(up to 0¢). On the other hand, when L;,;, is small, the overhead
becomes noticeable. When the tail warp’s execution time is less
than 100ms, this optimization does not take effect, and workload
slows down by a factor of 0. The overhead is designed to be small, as
the signaling mechanism only involves a few branches per iteration
and one global memory access every 1024 iterations.

5.3 Multi-GPU Support

5.3.1 Edge List Partitioning. The goal of Everest edge partitioning
is to maximize efficiency by preventing inter-GPU communication.
Unlike prior graph partitioning techniques [18], Everest does not
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use a convoluted partitioning scheme, because Everest needs to par-
tition graph edges in temporal order to ensure GPU-local accesses.
To this end, we define major and minor edge list partitions.

If a search tree is expanded using a root node with an edge
timestamp of ¢, and the coarse-grained time window is o, then
this tree will only access edges within the time interval of [#o,
to+Jp]. Therefore, only a small subset of edges need to be replicated
on multiple GPUs at partition boundaries for all accesses to be
GPU-local. For an N-GPU system, the edge list is chronologically
partitioned into N contiguous sub-lists, called major partitions. A
major partition is assigned to each GPU for processing.

Major partitions do not ensure all GPU-local accesses as trees
expanded at partition boundaries span multiple major partitions.
Therefore, Everest also generates minor partitions for these edges
on-the-fly after a query is provided to the system. Assume a query
with § = §p and a major partition contains all edges between the
edges e; and ej, where i < j. Let e be the last edge in this major
partition such that ¢j — t; > &o, where t is the timestamp of e.
Edges in the range [k + 1, j] are not mined in a major partition, as
they cannot ensure GPU-local accesses. Let e; be the first edge that
satisfies t; — tj > &. The corresponding minor partition includes
edges within the range [k + 1, [], and can be used to mine patterns
starting with edges in [k +1, j]. Although the construction of minor
partitions is on the critical path of resolving a query, it does not
bottleneck performance for two reasons. First, queries often use
small time windows, resulting in small minor partitions. Second,
we use GPUs to construct minor partitions, which takes negligible
time compared to the mining itself.

5.3.2  Multi-GPU Scheduling. To reduce the work imbalance among
multiple GPUs, Everest runtime dynamically schedules work on
multiple GPUs. This mechanism is only enabled for major partitions
as minor partitions only use a small amount of time. Each major
partition is divided into 16 sub-partitions and placed into the task
queue. Each GPU gets a range of edges to mine from its task queue.
In this scheme, an idle GPU inspects the work queues of other
busy GPUs, and identifies the queue with the highest amount of
outstanding work. Once one is identified, the idle GPU steals work
from the busy GPU at a sub-partition granularity. This mechanism
continues until all GPU work queues are drained.

5.4 Support for Additional Constraints

5.4.1 Vertex/Edge Labels. Everest code generator generates func-
tions that examine vertex and edge labels based on the user-defined
query. Whenever a new vertex/edge is matched, the generated
functions are used to check their validity.

5.4.2 Fine-Grained Temporal Constraints. The fine-grained tem-
poral constraints impose unique conditions over each level of
the search tree. The time constraint is computed after an edge is
matched and recovered after a backtrack through re-computation.

5.4.3 Temporal Anti Edges. During search tree expansion, temporal
anti-edges are expanded in a similar fashion as a normal edge. In
contrast to a motif edge, a presence/match of an anti-edge results in
the termination of a tree branch. When an anti-edge is specified with
fine-grained temporal constraints, the code generator generates an

array whose i‘" entry contains the last real edge before a valid edge



Table 1: Temporal graph datasets used for evaluation.

Graph #Vertices | #Temporal # Static | Time span
Edges | Undirected Edges (years)
wikitalk (wi) [19] 1,140,149 7,833,140 2,787,968 6.24
stackoverflow (so) [19] 2,601,977 63,497,050 34,875,685 7.6
reddit-reply (re) [20] 8,901,033 646,044,687 435,290,421 10.1
ethereum (eth) [12] 66,323,478 628,810,973 186,064,655 3.58
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Figure 10: Temporal motifs used for evaluation.

i. This array will be referred in order to compute a correct time limit.
The work in the levels corresponding to anti-edges cannot be shared
through intra-warp work stealing or tail warp work redistribution.
These levels do not produce candidate edges that spawn sub-trees,
which makes the two optimizations based on STLP inapplicable.

6 EVALUATION METHODOLOGY

Input Temporal Graphs. To evaluate the performance of Ever-
est, we use four real-world temporal graphs as shown in Table 1.
The chosen datasets are among the largest found in the public do-
main, exhibiting diversity in terms of their sizes, connectivity, and
granularity of temporal interactions. wiki-talk represents Talk page
editing activities among Wikipedia users. stackoverflow includes in-
teractions between users on Stack Overflow. temporal-reddit-reply
encompasses reddit replies. ethereum is a transaction network ex-
tracted from Ethereum. Given that graphs are non-attributed, we
attach random node and edge features.

User-Defined Queries. We select 13 distinct motifs from prior
works [13, 21, 32] with three to five edges in size, as depicted in Fig-
ure 10. We only use the pattern and edge order of motifs from [13],
ignoring flow-based matching rules. This set of motifs enables a
comprehensive evaluation on our system’s performance. Since the
difficulty of mining specific motif patterns varies across different
target graphs, we employ distinct time windows for each graph due
to limited time for experiments. Regardless of additional constraints,
we set use § = 1 day for wiki-talk and stackoverflow, § = 10 hours
for temporal-reddit-reply and § = 1 hour for ethereum. We use
wiki-talk and motif M6 for all profiling activities.

Hardware Platform Configuration. We run CPU baselines on a
dual-socket server with two Intel Xeon Platinum 8380 processors,
each with 40 physical cores (80 SMT threads) and 8 memory chan-
nels. The main memory capacity is 1TB. We use up to four NVIDIA
A40 GPUs to evaluate our design, each with 4GB GDDR6 memory.
We use Nsight Compute to collect profiling results.
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7 EVALUATION RESULTS

Effectiveness of Everest Optimizations. Figure 11 shows the im-
provements of Everest performance with various combinations of
optimizations enabled, normalized to the GPU baseline discussed in
§3.2. The figure shows that all proposed optimizations (last column
a of the heatmap) improve the performance by 3.7x-60% (19x), on
average for different input graphs. These results are based on single-
GPU experiments. These significant performance improvements
are attributed to improved per-thread algorithmic efficiency, re-
duced memory footprint, and intelligent load balancing techniques
employed in Everest. Everest system design hides all the implemen-
tation details of sophisticated optimizations from the programmer;
the user is only expected to set up a query of interest and simple
runtime parameters (Figure 5).

The figure further shows that caching candidate edges (column
c) and generating query-specific mining plan (column g) improves
the performance of the baseline GPU by 1.2X-4.8X, on average.
These optimizations improve the per-thread algorithmic work per-
formed for mining each motif, i.e., by reducing the number of costly
binary search and control flow operations that depend on dynamic
runtime information. Adding intra-warp work stealing (column
wso) further improves performance by 4x-10x. This mechanism
balances work distribution among multiple threads in the same
warp by the proposed employing sub-tree-level parallelism. An-
other work balancing mechanism, i.e., tail warp work redistribution
(column two) shows a more pronounced effect on performance
with an uplift of 3.1xX-42.9%. This optimization redistributes work
from large search trees that run for the highest amount of time. A
few long-running warps under-utilize GPU hardware resources as
most other warps remain idle. Employing tail warp work redistribu-
tion enables Everest to exploit full potential of the GPU hardware
resources, resulting in a significant performance uplift. These re-
sults also emphasize a heavy work imbalance while running this
workload, underscoring the significance of our optimizations.

By comparing column g and two in M2, M8, and M10, note that
applying tail warp work redistribution occasionally slows the exe-
cution down marginally. This is because they do not trigger this
optimization due to short tail warps, and only pay for the over-
head of signal monitoring as a result. More frequent slowdowns
are observed when this optimization is applied after the application
of intra-warp work stealing (columns wso and a). This is because
intra-warp work stealing can shorten long tail warps, making tail
warp work redistribution less likely to happen. This small overhead
varies for different inputs due to the different micro-architecture
resource requirements. Such minor slowdowns do not dim the over-
all effectiveness of tail warp work redistribution, as the speedups
in the most-common highly-skewed cases necessitate its existence.

Interestingly, the effectiveness of Everest optimizations can be
vastly different for mining different motifs from graphs. Take an
example of the largest ethereum input graph for example (row eth
in different heatmaps). The performance improvement brought by
Everest ranges from 1.2x (M9) to 1022.1x (M13). Mining M4 achieves
high efficiency due to load balancing mechanisms, while M5 takes
more advantage over the GPU-friendly implementation. Overall,
the motifs with more edges are more likely to induce load imbalance
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Figure 11: Performance improvements (X) of Everest with different optimizations compared to the GPU baseline (§3.2).
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Figure 12: Detailed performance analysis for a representative
mining of M6 on wiki-talk, relative to the GPU baseline.

Table 2: Execution time comparison (sec). GPU BL: GPU Base-
line; CPU BL: CPU Baseline based on Mackey et al. [21].

stackoverflow reddit-reply [ ethereum
Impl. [ M5 ] M6 [ M7 [ M5 M6 M7 M5 | M6 [ M7
CPUBL 7.4 12.6 6.6 1247.9 >10 hr 2895.5 929.6 >1 day 16802.3
GPU BL 1.0 2.1 0.9 2920.0 7952.1 474.6 300.6 67099.1 5273.1
Everest 0.2 0.5 0.3 17.2 510.2 148.8 2.2 1717.1 726.7
Impl. M8 M11 M12 M8 M11 M12 M8 M11 M12
CPUBL 9.3 8.6 8.7 6031.1 3881.8 13493.0 >10 hr 33024.6 32812.6
GPU BL 2.2 1.7 17 3704.8 3105.2 3118.6 7856.5 11921.2 12843.8
Everest 0.4 0.4 0.4 117.6 64.0 90.0 665.6 38.6 45.2

and emphasize the importance of load balancing mechanisms, and
Everest consistently delivers performance improvements.
Detailed Performance Analysis. Figure 12 compares detailed
performance metrics outputted by the GPU profiler for 1) GPU
baseline, 2) thread-local optimizations, and 3) all optimizations that
also include load balancing. The thread-local optimizations reduce
the total number of executed instructions by 64%. This further veri-
fies the reduction in costly binary search operations. On the other
hand, load-balancing mechanisms improve resource utilization on
GPUs at all levels. These increase the number of active threads
per warp by 8.9x and improve occupancy and warps per SM by
3.3%. As a result, the compute throughput and memory throughput
are improved by 6.0x and 7.8x. Although the load balancing at
runtime uses GPU instructions, the final effect of this optimization
reduces the number of execution instructions overall. In particular,
Everest only executes 11.7% of the instructions compared to the
baseline. This is because GPU follows Single Instructions Multiple
Thread (SIMT) execution model, where one instruction is issued
for multiple threads in a warp. As the number of active threads in
a warp increases as a result of load balancing, more threads share
the same instruction, reducing the total instruction count.
Comparison with a CPU Baseline. Next, we compare the
runtime of long-running motifs on the three large input graphs
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Figure 13: Effectiveness of multi-GPU support. re-M6 means
mining M6 on reddit-reply. Other experiments follow the
same naming convention.

Table 3: Effect of incorporating additional mining constraints
on the number of matches and execution time (in millisec-
onds) for 4-cycle. N: No constraints; V: vertex labels; T: fine-
grained temporal constraints; A: anti-edge, additive.

wiki-talk stackoverflow reddit-reply ethereum
Cons. tch time tch time | matches time | matches | time
N 1.5e5 20 5.0e5 215 7.4e8 13868 6.4e9 2348
\% 8.8e3 8 3.1e4 50 3.2e7 1620 3.4e5 367
V+T 2.0e3 6 1.4e4 36 1.7e7 916 9.2e4 198
V+T+A 1.5e3 7 1.2e4 44 6.3e6 1076 8.7e4 254

(due to space limitation) for a baseline CPU and GPU baselines
(based on Mackey et al. [21]), and Everest. The CPU baseline uses
an in-house parallel version of the open-source implementation
of Mackey et al’s algorithm with 64 threads. Table 2 compares
the absolute mining time in seconds for three baselines. Everest
outperforms the state-of-the-art CPU baseline by 62.1X, on average.
This table shows that merely transforming CPU code into GPU
code is not enough as the baseline CPU can outperform GPU in
some cases (e.g., the CPU baseline outperforms the GPU baseline
by 2.3X when mining M5 on reddit-reply). This is especially true
for irregular workloads like graph mining that suffer from long
memory latency, frequent thread divergence, and load imbalance.
Table 2 emphasizes the Everest optimization effort that significantly
improves workload performance. For example, Everest can mine
M6 in less than 30 minutes, versus >18 hours for a GPU baseline.
Scaling with Multiple GPUs. To study the performance scaling
with multiple GPUs, we compare the performance of Everest for
different number of GPUs that mine M5-M8 in reddit and ethereum.
Figure 13 shows that the performance of Everest scales well with
multiple GPUs for most workloads. The speedup numbers can some-
times surpass the number of GPUs because it is cheaper to generate
candidate edge lists using a partition than using the whole graph



Table 4: Ratio of the number of matches generated by static
graph mining algorithms versus temporal motif mining.

ethereum
2.7e3
1.5e4
1.7e2
2.2e6

1.8

3.7e6

wiki-talk
9.6e6
1.1e5
1.6e4
1.4e8
1.9e4
4.8e10

stackoverflow
5.7e8
7.1e5
9.2e4
1.5e8
9.6e5
1.3e7

Static (Temporal) Motif
3-path (M1)
tailed-tri (M3)
fourcycle (M4)
static M8 (M8)
diamonds (M10)
static M13 (M13)

reddit-reply
9.8e5

5.6e4

1.3e4

9.5e6

1.3e3

>9.5ell

as there are fewer visible neighbors to search for a given vertex.
Neglecting this effect, Everest scales linearly with the number of
GPUs for motifs M6 - M8 on both graphs. One exception to this trend
is mining M5 on the ethereum graph, where the proposed work
partitioning scheme results in a disproportionately high amount of
work assigned to one of the GPUs due to the large population of
motif matches in one of the partitions. Furthermore, this workload
takes only 2.2s (Table 2) to run on a single-GPU, leaving very little
work for a multi-GPU system to scale.

We compare Everest with two additional implementations to
showcase the benefits of multi-GPU optimization strategies. If we
statically assign each major partition to a GPU without using our
dynamic scheduling mechanism, the system’s performance stops
scaling beyond 2X, showcasing the effectiveness of the proposed
dynamic scheduling. Without partitioning graphs, graphs have to
be replicated on multiple GPUs, preventing them from processing
large graphs. GPUs can oversubscribe GPU memory via Unified
Virtual Memory (UVM), however, it only delivers < 1% performance
compared to a single GPU due to the overhead of demand paging [1].
This shows the effectiveness of proposed major/minor partitions.

Incorporating Additional Constraints. Table 3 demonstrates
the effects of applying vertex labels, fine-grained temporal con-
straints, and anti-edges to mine temporal 4-cycles. After applied all
the constraints, the query is similar to the one shown in Figure 5.
As the labels are randomly generated, we only conduct experiments
for vertex labeling without loss of generality. Both vertex labels and
additional temporal constraints reduce the number of valid matches
and execution time by orders of magnitude. Anti-edge constraints,
on the other hand, results in a reduced matches but increased exe-
cution time due to overhead in verifying this constraint.

Comparison with Static Graph Mining Algorithms. One
valid way to mine temporal motifs is to first mine static motifs, and
then resolve temporal constraints [28]. This however, often leads
to significantly more amount of algorithmic work as many valid
static motifs do not follow temporal constraints. Table 4 presents
the ratio of the number of static to temporal motifs matched, which
clearly shows that static mining algorithms perform large amounts
of unnecessary work. When multiple temporal motifs map to the
same static motif, we present the ratio with the lowest motif ID.
This is the reason to base Everest on Mackey et al.’s algorithm that
resolves both structural and temporal constraints together.

8 RELATED WORKS

Software Frameworks for Temporal Motif Mining. Several
software frameworks are proposed for temporal motif mining, as
discussed in §2.2. Most of them aim at finding §-window temporal
motifs. Algorithms proposed in [16, 21, 28] target exactly matching
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motifs from graphs, while the ones from [20, 32, 37] approximately
mining motifs by sampling a subset of edges to achieve better scal-
ability. A few other works [14, 29] adopt a more general problem
definition that considers the timestamp difference between con-
secutive edges. All of them are CPU-based solutions that focus on
a specific temporal motif setting. In contrast, Everest is a high-
performance GPU-based system that can process a wide range of
temporal motifs via queries.

Software Frameworks for Static Graph Mining. Multiple sys-
tems are proposed for static graph pattern mining [5, 7, 10, 11, 22, 23,
30, 31, 35, 36, 38]. Mining temporal motifs adds temporal constraints
to the static mining problem, which none of these prior systems
can support. CPU execution is more tolerant to load imbalance and
complex control flow due to fewer cores and sophisticated branch
prediction hardware. While [5] performs mining code generation
on GPUs, temporal motif mining imposes additional challenges.
Utilizing temporal information increases programs’ control flow
complexity, per-thread resource usage, and requires a carefully de-
signed load-balancing mechanism. Everest is the first system that
generates high-performance GPU code for temporal motif mining.

9 CONCLUSION

This paper presented Everest—an optimized system for mapping
the workload of temporal motif mining onto the GPU architec-
ture. Our study showed that existing software for executing this
workload yields poor performance on a GPU due to long-latency
memory instructions, frequent thread divergence operations, and
heavy load imbalance. Everest presented domain-specific optimiza-
tions to address these inefficiencies. In particular, we showed how
Everest generates per-thread code using motif structure and tempo-
ral constraints to cache key metadata information to reduce costly
memory and thread divergent operations. Furthermore, we pre-
sented Everest runtime primitives that enable load balancing to
improve the GPU hardware utilization. For large input graphs that
do not fit in the GPU memory, Everest employs low-cost edge list
partitioning that prevents inter-GPU communication. Everest is
easy to use, where a targeted user only needs to write an input
query, and the heavy lifting of code generation is automatic by the
system. We showed that compared to a baseline GPU implemen-
tation, Everest uplifts the performance of 19X, on average. While
Everest is designed for a specific workload, its design philosophy
will inspire future research on efficiently mapping data-intensive
irregular workloads onto GPU hardware.
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